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A Guide to PDF and Document Viewers
Most everyone has interacted with a PDF file in some way. Developed by Adobe Systems in the early 1990s, the highly portable document format is
used by countless individuals in many different industries worldwide. Over the years, Adobe’s products and distribution methods have evolved from
simply enabling users to view and print a document to providing a way to extract specific selections of text or images from the file, password-protect
areas of the document, and much more.
Just as Adobe’s support for PDF has expanded, so has the number of software companies creating applications that read and write PDF files. Today
there are numerous applications generating PDF files and the ecosystem surrounding PDF has become increasingly complex. A quick search on the
internet for PDF will turn up hundreds of questions on sites like Stack Overflow and Quora from users trying to better understand PDF. For users and
software vendors alike, there are a myriad of things to consider surrounding PDF.
In this eBook, we answer some of these frequently asked questions regarding PDF with the help of Snowbound Software’s resident PDF expert, Mark
Donohoe, who has over 20 years of PDF experience with Adobe Systems.
●● How was the PDF format created? (page 2)
●● What is the Acrobat Viewer architecture? How are PDFs generated? (page 3)
●● What is the structure of a PDF file? (page 4)
●● How do PDF Annotations and Mark-ups work? (page 5)
●● What is the benefit of being able to view PDFs in a Java environment? (page 6)
●● How do browsers like Google Chrome display PDFs? (page 7)
●● How do you extract text from a PDF? (page 8)
●● What is a PDF Portfolio? What applications do you need to view a portfolio? (page 10)
●● What is PDF/A and what does it mean to be PDF/A Compliant? (page 11)
●● Will PDF files become obsolete in 5–10 years? Will HTML or another format ever replace PDF? (page 13)
●● Postscript (page 14)
●● PDF Timeline (page 15)
●● How to connect with Snowbound? (page 16)
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Q: How was the PDF format created?
A: The Acrobat team at Adobe Systems celebrated the 20th anniversary of Acrobat this past fall. Over the past 20 years, the
PDF file format has evolved significantly.

PDF was the vision of John Warnock, one of the founders of Adobe Systems. With years of PostScript programming language
experience, John sought to build a solution to the problem of document interchange—something that would allow two or
more people (perhaps in two different countries)—to exchange documents by adhering to the same standard. At the time, the
Web was in its infancy. People were exchanging ideas via email, bulletin boards and chat rooms. Business documents were
shared as email attachments. However, these methods of collaboration were not completely foolproof and problems arose.
Differences between platforms and software revisions prevented individuals from seamlessly sharing documents. If someone
sent a Windows-created Word file to a colleague who had an older version of Word, the latter would not be able to open it.
Likewise, if the receiver had a Mac, the file wouldn’t display the same way. Or, in some cases, the recipient might not even
have the software that could read the format.
This is where Adobe stepped in, providing a world standard and making documents available on any
operating system. Initially, Adobe gave away the readers for multiple platforms, making money on only
the creation product. Today, Adobe Acrobat and Adobe Reader are the most prominent consumers
of PDF files. Early on, Adobe Distiller was the primary creator, taking PostScript files in and
producing PDF output. The marking operators in the pages of a PDF file are PostScriptlike, though the programming flexibility of PostScript is minimized in PDF. Adobe wrote
PDF printer drivers to make it possible for users to “print to PDF” directly. Currently, there
are many different PDF producers generating PDF files.
Though we take PDF for granted now, it took over five years for Acrobat and PDF to
be accepted in the marketplace.
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Q: What is the Acrobat Viewer architecture?
A: Much of the Acrobat/Reader experience is provided by the Acrobat application, which consists
of a number of core libraries. It is supplemented with up to 40 odd plug-ins in the case of Acrobat,
and about 20 for Reader. Forms and annotations are largely handled by the corresponding plug-ins.
In the early days of Acrobat, the plug-ins always loaded at launch time. This partially contributed
to PDF’s reputation for being slow. Users who viewed PDF files via a web browser had to wait
for enough of Acrobat to load in the background before they could view the PDF. The more
components that had to load, the longer they wait. With Acrobat 9, plug-ins were loaded on
demand and only when they were needed by a specific PDF file or user interaction. A user can
see what parts of Acrobat/Reader are controlled by plug-ins by holding the Shift key down when
launching either application.

Q: How are PDFs generated?
A: When the original producer creates a PDF, they know the structure of the content (so the

structure parts can be written out). They also know the fonts and the text to emit in those fonts.
Depending on the application, it might write PDF natively or through the use of a library designed to
generate PDF (PDFL, iText, etc). It is also possible to write out PostScript and let Distiller convert that
to PDF, and there is a plug-in to Office applications called PDFWriter that will make PDFs as well. The
applications that produce PDF more or less directly use calls that mirror the document content into
PDF content.
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Q: What is the structure of a PDF file?
A: The simplest way to understand the PDF structure is to think of PDF as a random access database of page descriptions. The idea behind

PDF is to reuse shared resources as much as possible while being able to access pages quickly. All of the features available to users in Adobe Acrobat
and Adobe Reader are represented by something in the PDF file format.
The pages and page descriptions make up the logical structure of the file, along with the top level. The logical structure is more or less visible to
someone reading the file in a text editor (assuming the file has not been encrypted).
Much of a PDF file, however, is unreadable. The unreadable portion of a file format has three distinct sections that are common to all PDFs. The header
identifies the version of the PDF file. It may also contain a summary of where the important file offsets are within the file. The footer provides the PDF
user with a list of offsets into the file. The rest of the file is composed of objects. These objects are the building blocks of a PDF file and they mirror
the objects found in a PostScript file (Boolean, integer, string, array, dictionary, and stream). The lower level objects are used to build the higher level
objects (which are used to render pages).
For example, every font is represented by a dictionary of key-value pairs that describe everything needed to draw the characters in the respective
font. An image dictionary contains all the attributes of the image, including the data that makes up the image. Streams are typically compressed to
save space and they can be shared among all the pages in the file. The cross reference table contains the address of every object in the file. Objects
may contain references to other objects, thus making a database. In later versions of PDF, these objects may themselves be compressed.

Page Descriptions

Pages

Top Level

One of a page’s entries is the Contents stream. This is a stream
of marking operators that, when rendered, generate the page’s
appearance. The set of marking operators mirrors some of the
operators in PostScript. These include graphics primitives to set
color, draw lines and polygons, render images, and display text.
PDF also has a facility for rendering items after the page contents
are drawn. These are called annotations, and there are a large
number of different annotation types. Some of them are designed
to allow users to mark up the files by adding yellow Post-it-like
notes. Other annotation types include rubber stamp, links (to
other pages in the file, URL, or pages in other PDF files), sound,
movie, and file attachments. If a page has annotations, there will
be an array of annotation objects in the page’s dictionary.

The pages tree is a dictionary that
represents a binary tree. This makes it
possible to quickly access any single
page’s description in only a few steps.
The representation of a page in PDF is a
dictionary of key/value pairs. These provide
the PDF user with all the details necessary
for the page to be rendered. Each page
makes use of resources. These include
fonts, color spaces, images, etc. Since all
the objects can be compressed and shared
among one another, the representation is
quite compact.

There is a Catalog object which contains
all of the document-level attributes for
the file. This may include the default page
size, the viewing preferences, metadata
describing the file, the bookmark tree,
the pages tree, and the forms dictionary,
as well as encryption information. Files
that contain logical structure will have a
structure tree root. A DocInfo dictionary
exists with metadata about the file, what
created it, and when it was created or
modified.
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Q: How do PDF Annotations and Mark-ups work?
A: In PDF, annotations are page-level components that provide some

marking operators which are drawn after the page contents are drawn.
Annotations exist on a per page basis. PDF viewers first display page
contents for a given page then render each visible annotation in the page’s
annots array. Annotations may provide alternate appearances or become
invisible, although most annotation types sport some form of appearance.
Some annotations only print when the PDF is printed.
Many of the inroads PDF have made into different markets over the
years have been due to the evolution of PDF annotations. The very first
annotations in PDF were sticky notes—essentially electronic Post-it notes
that could be attached to a location on a page. Now there are 24 different
annotations types. Many of these are used to accomplish markup of a page.
Hyperlinking within PDF files is done with Link annotations. Reviewers
using a PDF collaboration workflow add their comments to the file being
reviewed using markup annotations. These annotations include Line,
Square, Circle, TreeText, Polygon, Highlight, Underline, and several other
types.
Files can be embedded inside PDF files with File Attachment annotations.
Forms make use of Widget annots. The PrinterMark and TrapNet
annotation types are for prepress use. Movies and sound files can also be
used in PDFs with Movie and Sound annotations.

note

Annotations and Document Viewers
Electronic annotations greatly enhance collaboration efforts
for corporate forms and claims processing by allowing users
to collaborate on documents and images without affecting
the original document or other previous annotations. A
powerful document viewer will provide the user with many
annotation capabilities, including:
●● Universal annotation for all document and image
formats, including PDF and PDF/A
●● Quick data search and extraction
●● Object-oriented storage based on user permission levels
●● Support for a variety of annotation types, including
watermarks and redaction capabilities
●● Ability to burn in and manage annotations
●● Supports existing FileNet annotations for IBM P8 users

In some environments, PDF files can be annotated with a mechanism
that stores the annotation appearances in a separate file. In Acrobat Pro,
however, annotations are stored in the PDF file. The marking operators in
an annotation’s appearance stream come from the same set of operators
that PDF uses.
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Q: What is the benefit of being able to view PDFs in a Java environment?
What is Java?
Java is a general-purpose object-oriented programming language developed at Sun Microsystems that is designed to have few
implementation dependencies. It is currently one of the most popular programming languages and is widely used from application
software to web applications. Java’s “write once, run anywhere” credo makes it a perfect development platform for applications such as
document viewers that can transparently run on any platform – from Windows to Unix to tablets and other mobile devices.

Why Java?
The most important aspect of using Java technology is that the program needs to only be written once for the Java platform and then it will be
able to run anywhere that supports Java. These days a Java environment is on virtually every internet-connected computer. Another key benefit of
developing in Java is its security features. From its inception, Java was developed with security in mind. The platform enables users to download
untrusted code and run it in a secure environment. This means that it cannot do any harm such as infect the host system or read or write files from the
hard drive. Java is unique in these capabilities.

Why a Java PDF Viewer?
Adobe never brought a Java PDF viewer to the marketplace and there are still very view vendors that offer one. Java applications are valuable because
they can run on most computer environments without any modification. A Java PDF viewer not only enables access to PDF files without requiring
the installation of Adobe, but also provides annotation tools and the ability to redact sensitive information. Java PDF viewers can give users in a wide
variety of industries and organizations many benefits with regards to streamlining workflow and better serving their customers.
Healthcare organizations use Java image viewers coupled with their Health Information Systems to process a wide variety of facility and
patient information, including medical and financial records, insurance forms, physician’s orders and prescriptions and X-rays. Medical and
administrative staffs can securely access and view medical information processed regardless of format and data repository.
Banking and financial services institutions rely on Java PDF viewers for fast and accurate document viewing conversion that streamline the
processing of loan applications, mortgage papers, checks and other financial documents.
The insurance industry has achieved expedited claims processing and enhanced customer service through the ability to handle any kind of
claim form or customer correspondence utilizing Java viewer technology.
Government agencies use Java PDF viewers for the quick and accurate conversion and processing of documents created electronically and
for those scanned into a document management system. Documents with diverse formats and origins are securely converted, archived and
viewed – both for internal use and for viewing by the public on the Web.
Java was created to meet the needs of the global economy, as it is the only commonly used programming language that offered internationalization
features at its inception. Java PDF viewers were designed with flexibility in mind as well as to meet the needs of a wide variety of applications and
users, which makes it a very effective solution.
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Q: How do browsers like Google Chrome display PDFs?
A: Support for non-HTML content in browsers is accomplished with browser plug-ins. The

constraint for developers is that browsers limit what you can do. Ideally, you’d like to provide
the user the same navigational interfaces that Reader or Acrobat has, but you don’t have
API access to most of those things.
In general, the browser should be familiar with HTML and know how to provide a
useful interaction with the technology. It shouldn’t have to know too much about
proprietary formats like PDF, yet we know that it’s possible to view PDF files in
Internet Explorer, Firefox, and Chrome. So how does that get accomplished?
When the Acrobat installer runs, it looks for any installed browsers and installs
plug-ins (nppdf32.dll) for those browsers. When the browser encounters a PDF
file, it can load the PDF plug-in and provide viewing capability for the PDF file.
The experience provided is not the same as Reader or Acrobat, but it does
come with an acceptable abbreviated set of tool buttons at the top of the
window.

ü

Try it yourself

Google Chrome
The plug-in experience in Google
Chrome is relatively simple to explore.
From within Google Chrome, you can
open a window and type: “chrome://
plug-ins.” You’ll see a page that describes
each of the plug-ins available within
Chrome. These in turn have controls to
allow you to enable or disable any single
plug-in. To see even more detail, click on
the + Details in the upper right corner of
the page.
In a traditional set-up, there are two
plug-ins installed that handle PDF (MIME
type is application/pdf ). One is the
Chrome PDF Viewer and the other is the
nppdf32.dll (described above), installed
with Acrobat Pro.
Ultimately, the end user can choose
whether they get a PDF rendered with
Adobe components or the Google
component. Due to Adobe Acrobat
engineers working at Google, the
Google PDF component has grown to
be pretty robust.
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Q: How do you extract text from a PDF?
A: End users don’t often think about “extracting text.” If anything, a user expects to be able to pick the text selection tool, then 
click and drag over some text to select it. From there, a user is accustomed to click Edit/Copy or Ctrl-C to copy the selection into the

clipboard—at which point several things are possible. In the worst case, nothing is highlighted at all or the text selection tool isn’t
enabled. In this case, the user is most likely looking at scanned text. Scanned text is just an image and unless the image has been
OCR’d, there is no text to be searched. It’s also possible that the user is looking at the outlines of text, but there isn’t any selectable
text. If there is text highlighted on the screen, the results of copying that text to the clipboard can also vary. Most of the time, the text
seen on the screen ends up correctly in the clipboard and is suitable for pasting into another application.
There is another function that involves text extraction that isn’t as obvious. When a user invokes Acrobat Reader’s search or find
function, a similar code within Acrobat is being exercised. Matching target search strings and copying text are both relatively difficult
tasks, though this functionality is often taken for granted.



This makes extracting text a difficult proposition. Let’s explore how text is represented in PDF to better understand why text
extraction is not trivial.

Unrecognized text sequences
There are four text showing operators in PDF. The Tj operator is the simplest one. It assumes the current position has been set and
that there is a font in a particular size set in the graphics state. There is also a current color. When the Tj operator is seen, the PDF
parser expects to find a string—a sequence of characters to be rendered at the current point on the page. Depending on what
the current font is, the values of each character are interpreted in one way or another. Simply put, the values are used as lookups
into the tables within the font. At each entry point is a short program that describes a path to be drawn and then filled with the
current color. The producer of the PDF file guarantees that the values in the string that Tj processes will make sense to the font
of origin. Because the PDF format allows a lot of flexibility for fonts, the exact path the renderer takes may vary. For example, the
PDF file may only contain the name of the font, along with enough metrics for the PDF viewing application to find a suitable
match. This information will also provide details on what encoding was used in the Tj strings. In some PDFs, the entire font
may be embedded in the file or the file may contain an embedded subset version of the font. When the values in the Tj strings
don’t look like readable strings, there is typically a ToUnicode table in the font that provides a mapping from these values to
Unicode. This table is consulted by the text extraction code to get the right results.
continued on next page
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Q: How do you extract text from a PDF?
continued

Wh ere ’s

t he spa ce ?

In some file formats, the space character is used to break up words (or other sequences of non-space characters). This may happen in
PDF, but it doesn’t have to. How is this possible? The Tj operator is another text-showing operator. It takes an array of pairs of items.
Each pair consists of a string, then an integer. The string contains the text and the integer provides the amount to move the current
point before rendering the next character. This allows for fine-tuning the spacing between characters, and can also be used to
provide a virtual space between words.

(Punctuation filtering)!
When text extraction software processes the text strings in a file, it will encounter apostrophes, en dashes and em dashes, as well as
commas, semicolons, colons, parentheses, etc. This information may or may not matter depending upon what the text is being used
for. Recognizing these glyphs and handling them correctly adds a bit more complexity to the process.

Glyphs, fish & ligatures
Some of the glyphs in a font represent more than one character. Historically, this was done for readability. If you’ve ever looked
closely at words like “efficient” or “fish,” you may have noticed that the two f characters were actually joined together. Similarly,
the “fi” sequence could be depicted as a single character. These are called ligatures. Text extraction software must be able to
recognize ligatures and expand them accordingly. (Technically speaking, the “&” character is composed of the letters “e” and “t,”
though we don’t consider it a ligature, just shorthand for “and”). This is more pronounced in some fonts than others.
Text in PDF can be laid out in numerous ways. This flexibility provides significant control over where the characters on a page
will be placed—relative to each other or other graphics on the page. Text extracted for the purpose of performing search in a
PDF viewing application is slightly different from text being extracted for the purpose of copying to the clipboard. The former
is most likely being done in order to search for a target string, whereas the latter wants to include all the visible text without
much filtering.
There are a finite number of ways for a given software application to emit text, but as the number of applications grows, this
increases the number of ways that text can be emitted. And all of this makes the task of text extraction a difficult proposition
with no easy solutions.
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Q: What is a PDF Portfolio? What applications do you need to view a portfolio?
A: A PDF Portfolio is a PDF collection of other files. Each internal PDF is separate within a portfolio, retaining its own characteristics -

structure, format, and appearance. Starting with Acrobat 9, Adobe provided support for PDF Portfolios. Whereas PDF files are containers
for page descriptions, PDF Portfolios are containers for files. Any file type is permitted and the files can be edited by their native
applications. If security is desired, this can be done at the file level, the portfolio level, or both. (Encrypting PDF files with password
protection prevents users without the password from seeing the content).
There is a user interface to allow the creator to customize the portfolio’s appearance. Portfolio creators can choose between a grid
layout, a sliding row or a horizontal Rolodex layout. In addition, the files can be placed over a background image.
PDF Portfolios are great for certain applications. A new employee packet, containing information such as health forms and company
policy documents in different formats, is an ideal portfolio application. Similarly, a loan request packet that includes forms to fill
out—as well as read-only disclosures—would be great for a PDF Portfolio. The only real restriction on them is the need for an
Adobe-based PDF viewing application.
As the above examples illustrate, PDF Portfolios are a convenient way to organize, combine, and share important project material.
However, not all PDF viewers fully support this format. Web browsers cannot display a PDF Portfolio and instead direct users to
open Adobe to view the documents. Other non-browser viewers will often only be able to display the default PDF file in the
portfolio and not the entire collection of files. If PDF Portfolios are part of an organization’s workflow, it is important to make sure
a potential PDF viewer possess the relevant code to access the file format of a PDF portfolio.
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Q: What is PDF/A and what does it mean to be PDF/A Compliant?
A: As PDF matured and adoption grew, it became apparent that it was an ideal format for

archival purposes and long-term storage needs. Though not as popular in the United States,
the use of PDF for the archival of files is common in Europe. This popularity gave birth to a new
PDF standard, PDF/A—a specialized version of PDF for the digital preservation of electronic
documents. Consumers of these files now include the government, as well as many other
regulated industries such as legal systems and newspapers.
With global requirements for reliable electronic archiving increasing in the early 2000s, Adobe
defined a stable derivative of the PDF format based on their proprietary specification that
could be internationally accepted as a standard for long-term electronic archiving. The ISO
(International Organization for Standardization) first released a standard for PDF/A documents
in 2005 and this standard has evolved further over the last few years.
PDF/A ensures that documents are self-contained, meaning that the contents are rendered
exactly the same way every time the document is rendered to the screen or printed. PDF/A
describes the aspects of PDF which are not allowed in the file format. The idea behind PDF/A
is that many years into the future users will want to be able to display the contents of the PDF
file. If the contents are restricted, the likelihood of a viewer capable of reading the PDF file is
increased. PDF/A provides a mechanism for representing electronic documents in a manner
that preserves their visual appearance over time independent of the tools and systems used
for creating, storing or rendering the files.
The ISO requirements for PDF/A viewers include color management guidelines, support
for embedded fonts (so the text can be accurately displayed without relying on substitute
fonts), and a user interface for reading embedded annotations. Based on PDF 1.4, some
of these specific restrictions include no audio or video content, no JavaScript, deviceindependent color spaces only, no encryption, required standards-based metadata, no
transparent objects, and no XFA forms.

continued on next page
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Q: What is PDF/A and what does it mean to be PDF/A Compliant?
continued
To make matters more complex, there are multiple levels of PDF/A compliance: PDF/A-1a, PDF/A-1b, PDFA/2, and PDF/3.
●● PDF/A-1a requires tagging for structure as well as Unicode character maps for fonts. The objective for PDF/A-1a includes the
goals for PDF/A-1b and accessibility for physically impaired users. The tags for accessibility enable screen readers to provide
some form of description for images.
●● The PDF/A-1b variant is for content that has no accessibility tagging; it’s useful for scanned documents. The objective for
PDF/A-1b is to ensure reliable reproduction of the visual appearance of the document.
●● PDF/A-2 is the second part of the standard and addresses some of the new features added with versions 1.5, 1.6, and 1.7 of
the PDF Reference.
●●PDF/A-3 allows for the embedding of arbitrary file formats such as XML, CSV, and CAD into PDF/A as complete archived
objects.
When looking for PDF/A support, it is important to find a vendor who produces PDF/A compliant PDFs and can meet your
archiving needs. There are many ways to generate PDFs and PDF/As and the formats continue to evolve, making things
more complicated for organizations and document viewer vendors.

Why PDF For Archiving?
Before PDF, many organizations implemented TIFF archives. TIFF files ensured long-term viability, an established
document structure, and an easy to transmit format. However, TIFF files are not searchable like embedded PDFs
unless they have been OCR’d. PDF is a more suitable archiving format than TIFF for this and a variety of other
reasons. For example, PDF files are more compact and therefore require only a fraction of the memory space of
respective TIFF files, often with better quality. The smaller file size is especially advantageous for electronic file
transfer (FTP, e-mail attachment etc.). The embedded PDF file format also stores structured objects (e.g. text,
vector graphics, raster images) and allows for efficient full-text search. Plus, metadata like title, author, creation
date, modification date, subject, and keywords can be embedded in a PDF file, enhancing archiving and
retrieval.
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Q: Will PDF files become obsolete in 5–10 years? Will HTML or another
format ever replace PDF?

A: It’s interesting to explore the progression of technology for information storage and retrieval. The predecessors to computer-based storage were

microfilm and microfiche. These technologies have enjoyed relatively long life spans, though the search accessibility they offer leaves something to be
desired. Likewise, files stored on CDs last as long as the predictable lifetime of the CD. But the question of PDF’s expected longevity has less to do with
the physical media the files are stored on and more to do with the software market. The real question is: How viable is the software ecosystem for PDF?
For years, Adobe Systems was the primary provider of PDF producing and rendering software. With the publication of the PDF Reference Manual, it has
been possible for software vendors to write PDF producers and, to a lesser extent, renderers. Apple ships Preview with OSX, as well as provides PDF
rendering APIs in iOS so that a number of PDF viewing applications exist for that market. Adobe has ported Reader to iOS, as well as Android.
Rendering is one piece of the puzzle, but PDF files have other purposes beyond the rendering aspect. One of the early benefits of PDF beyond
WYSIWYG (“What You See Is What You Get”) is searchability. If the content isn’t searchable, it is much harder to manage and process documents.
If you have ever had to search for a string of text in a PDF file, you may have encountered varying degrees of success. Acrobat and Reader have code
built in to extract words from page content streams. This process is not as simple as it might seem, for a number of reasons (See Section on Text
Extraction). For scanned PDF files, it may be even more difficult. Consider a magazine scanned and saved as PDF. When you view this page, it appears
to be text. But if all that is there is a picture of the magazine, there is no searchable text to compare the search string against. These are often called
raster PDFs. The process of optical character recognition is reasonably reliable for creating text from the images of the glyphs, but the process relies
on high quality scanning. And if the source wasn’t that clear to begin with, the results can be less than perfect. There are alternate sources of PDF
text extraction, so this technology isn’t just available from Adobe Systems.
Another class of PDF is centered on form fill in. For example, the IRS was one of the largest early consumers when they started publishing tax forms
in PDF. When the U.S. government adopted PDF as an acceptable format for drug submission to the FDA, part of the appeal was accessibility. In
order to make it possible for blind users to access PDF files, Acrobat needed to make improvements to the user interface to allow screen readers to
be able to navigate it. Additionally, the file format had some additions to make it possible to represent structure. Such changes make it possible to
reflow text.
The bottom line is that PDF isn’t going away anytime soon. PDF is firmly entrenched in a variety of industries and covers a wide range of uses—
drug approval documents, legal documents, tax forms, the print industry, and airline documentation, just to name a few. Of course, the rise of
HTML may result in a reduced reliance on PDF, but it does not possess the wide-ranging capabilities of PDF to fully replace it. So as long as these
industries continue to rely on PDFs, the software infrastructure surrounding PDF will continue to grow and evolve. A recent search in AppStore for
PDF Reader yielded 93 applications.
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Postscript

(meaning the end of this eBook, not the
computer language that predated PDF)
If there is one takeaway from this deep dive, it’s that PDF is a
behemoth of a file format serving many purposes for many
different organizations and users worldwide. With so many PDFs
being generated for various purposes and viewed in different
environments, organizations must ensure they are prepared to
handle the challenges of the file format.
While basic PDF viewing can be accomplished through a browser
or with an Adobe Acrobat application, a powerful document viewer
backed with responsive support is critical for more advanced
functions. Document viewers ensure an organization is able to
handle the full range of PDF documents, including improper
documents that are corrupt, faulty, and not covered by the spec.
In addition to viewing these PDFs, a robust document viewer can
help an organization streamline its content management systems
by providing their users with sophisticated document and page
manipulation features.
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Here is a look at the evolution of PDF and Acrobat/Reader over the years:
1991 - John Warnock writes the Camelot memo, describing technology to enable exchange and delivery of documents
1993 - Acrobat 1.0 ships
1994 - Acrobat 2.0 ships (enhancements include article threads, device independent color, links to external files and the ability to embed multimedia
elements, Reader free)
1995 - Acrobat Capture ships (enables PDF creation from scanned documents)
1995 - Acrobat 2.1 ships (first version of Acrobat with an API and SDK. The most popular API was the call that allowed applications to render PDFs into
their own window. Automatic font substitution allowed PDF files to be rendered without carrying the entire font)
1996 - Acrobat 3.0 ships (including PDF 1.2, a browser plug-in that enables PDF rendering in the browser, Japanese text, IRS adoption, URL links)
1996 - Enfocus ships PitStop and CheckUp
1996 - Agfa promotes PDF with Apogee
1999 - Acrobat 4.0 ships (including PDF 1.3, which features DeviceN colorspace, smooth shades, highlight, strikethrough annotations, document
compare facility, simple touch-up, digital signatures, encryption, web capture to create PDF from HTML content, and support for larger page sizes)
2001 - Acrobat 5.0 ships (with the addition of PDF 1.4, which offers transparency, color management, support for OpenType fonts, XML and XMP, 128 bit
encryption, structure-tagged PDF, overprint display, and web-based annotating). This marks the first time in its history that PDF was profitable.
2003 - Acrobat 6.0 ships (featuring PDF 1.5, including layers, compressed object streams, JPEG 2000, rulers & guides, separation preview, transparency
flattener, PDF Optimizer, PDF/X support, and built-in preflight)
2005 - Acrobat 7.0 ships (with PDF 1.6, which facilitates direct OpenType font embedding, 3-D data)
2006 - Acrobat 8.0 ships with many minor enhancements included in PDF 1.7
2008 - PDF becomes an ISO standard
2008 - Acrobat 9.0 ships (featuring PDF 1.8, which includes plug-ins load on demand, Portfolios, geospatial data)
2010 - PDF/VT becomes an ISO standard (VT means variable & transactional. PDF/VT is part of the variable data printing world, an adaptation of PDF to
reuse page elements to improve print times for large jobs)
2010 - Acrobat X (UI designers take over Acrobat’s menu structure, moving most menu items to new locations and making more use of Flash,
improvements to Portfolios, improved document compare, many security fixes, PDF/VT)
2012 - Acrobat XI (featuring tablet support, the ability to export to PowerPoint, improved text editing, and cloud services)
Code names for Acrobat releases Carousel, Amber, Stout, Brazil, Newport, Vegas, Atlas, Nova
Sources: prepressure.com/pdf/basics/history, Inside the Publishing Revolution, Pamela Pfiffner
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Q: How can you connect with us?

www.snowbound.com
info@snowbound.com
HTML5.snowbound.com
www.snowbound.com/blog
www.facebook.com/snowboundsoftware

Snowbound Software
309 Waverley Oaks Road, Suite 401
Waltham, MA 02452
USA
617-607-2010
info@snowbound.com
www.snowbound.com
Copyright ©2014 Snowbound Software

twitter.com/SnowboundS
www.linkedin.com/companies/snowbound-software
snowboundsoftware.tumblr.com
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